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Fast, flexible and collaborative data  
exploration and analysis
Data exploration and analysis is a repetitive, iterative process, but 
in order to meet business demands, data scientists do not always 
have the luxury of long development cycles. What if data scientists 
could answer bigger and tougher questions faster? What if they 
could more easily and rapidly experiment, test hypotheses and 
work more collaboratively on interactive analytics?

the business’s high expectations. For both the data scientist and 
business stakeholder, wrong turns and dead ends are often the 
rule, not the exception. The trick is to be able to quickly spot 
errors, change course, and find the right path to the conclusions 
and insights that could be game changers for the business.

Rapid, iterative development and  
collaboration using Notebooks
Consider a common scenario: a company’s vice president of 
sales notices a sharp increase in the sale of replacement parts 
for one of its most popular machines. She enlists the help of a  
data scientist to engage in dynamic data exploration to uncover 
the source of the anomaly. The data scientist first explores the 
data by extracting and shaping it, the ultimate goal being 
discovery of patterns and trends that can guide the business’s 
future sales strategy and forecasts for the particular replace-
ment part in question. This requires the data scientist to 
understand the business and be able to communicate facts, 
insights, patterns, and problems regarding the data in an easy, 
understandable way. This may include the delivery of quick, 
visual data models for business stakeholders to view and confer 
with the data scientist to make sure their investigation is on the 
right path. Unfortunately, many existing tools are not conducive 
to this “quick and dirty” approach and require switching back 
and forth between tools for extracting, shaping, and visualizing 
data, which is time consuming and does not always allow the 
business to respond to events in a timely fashion.

Data science — necessary for digital  
business transformation and survival
Leading companies are disrupting markets using data 
science — and they are doing it in agile and fast-moving 
environments. The pressure to be this responsive gets passed to 
experts with deep analytical skills, most notably the data scientist. 
The data scientist must grapple with difficult constraints and 
revise cumbersome development processes in order to meet 
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Figure1: View of the Jupyter Notebook interface.

What does a Notebook look like?
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Figure 2: Easily load data to see and analyze that data in a flexible and iterative analysis environment.
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Open source analytic notebooks — 
 the game-changer for data scientists
What, exactly are analytic notebooks? The first answers that 
often come to mind are a laptop computer or pad of paper, 
which do not exactly conjure up images of speedy, advanced 
analysis. In fact, a notebook is a web application that contains 
all the code, text, and visualizations for a particular data-
intensive project.

These documents can also easily be shared with collaborators 
and stakeholders. They are primarily used by data scientists for 
data diagnosis, simulation, statistical modeling, and machine 
learning. Use of a notebook speeds up the process of trying out 
data models and frameworks and testing hypotheses, enabling 
the data science team and their business counterparts to work 
quickly, iteratively and collaboratively.

Just like a paper notebook that can be used to jot down 
methodologies, results, and quick graphical representations,  
a notebook serves as a single working document for data 
science teams and is very trial-and-error friendly. The code a  
data scientist is working with is exposed in the notebook so 
that he or she can refer back to previous steps and track 
progress through each iteration. Code can be hidden or 
removed when sharing a notebook with a business stakeholder 
who only needs to look at data visualizations.

Jupyter Notebooks, an evolution of IPython notebooks, are one 
of the most established and widely adopted open source data 
science tools available today. Instead of having to work on the 
command line, the data scientist can perform an analysis, generate 
visualizations, and add media and annotations within a single 
notebook artifact. Notebooks are also shareable, which means the 
data scientist can work collaboratively with others in the business 
and are themselves an invaluable learning tool. Data scientists can 
annotate the analyses for future reference and keep track of each 
step in the data discovery process so that the notebook becomes a 
source of project communication and documentation, as well as a 
learning resource for other data scientists in the company.

Let’s look at three key areas in which Jupyter Notebooks are 
being used by data scientists to dramatically improve data 
exploration and discovery.

Jupyter Notebooks, an evolution of IPython 
notebooks, are one of the most established and 
widely adopted open source data science tools 
available today.
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Navigate the learning curve
Like any new tool, there is a learning curve to getting started 
with notebooks. Fortunately, there is a vast user community 
that data scientists can tap into to make the process easier. 
With over 150,000 publically available Jupyter Notebooks on 
GitHub and access to an extensive network of experienced 
notebook users, there’s no need for data scientists just getting 
started with notebooks to go at it alone or build everything 
from scratch. This level of support reduces the need for data 
scientists to solve technical problems, freeing up more time to 
manipulate data, test hypotheses and more quickly reach 
conclusions and actionable insights.

Rapidly iterate
The data scientist spends a significant amount of their time 
getting data ready for analysis. This is not a job for the faint  
of heart. Data coming from multiple sources is not consistently 
formatted. Data is not always complete. It’s not unusual for 
data scientists to find themselves drowning in huge volumes of 
dirty data. While notebooks do not eliminate the need for data 
cleaning, they are very valuable in enabling the data scientist to 
quickly see where the problems lie so that they can work 
“smarter” by focusing on the right areas as they transform data  
for further analysis. As we mentioned earlier, businesses need 
insights quickly. 

Notebooks support the data scientist’s need to iterate along 
with the business’s need for speed.

In a notebook, an analysis is performed in a sequence of code 
cells embedded within the document. These code cells can be 
used to build upon each other in stages, neatly containing 
different operations that the data scientist is performing on the 
data. Should the data scientist want to change the experiment 
and modify a particular stage of the analysis, they easily make 
those changes and rerun the appropriate cells, without 
necessarily needing to rework the entire analysis. And because 
notebooks can also produce visualizations, which often make  
it easier to spot and communicate a discovery, the data scientist 
can quickly change their experiment and see updated 
visualizations without the need to employ another tool.

Collaborate
Data scientists are often expected to work with employees across 
the company in IT, in engineering, on the business side, and with 
others in the data science ecosystem like engineers, developers, 
and analysts. The ability to share information and work 
collaboratively is not optional. It’s also important to note that  
data science is not necessarily centralized within a company; it 
often lives at the departmental or business unit level. This means 
that data analysis, exploration, and visualization can be taking 
place in different areas of the company that is not being shared.  
As a result, the business does not realize the full benefit of its data 
science efforts.

The ability to share notebooks and collaborate on projects is 
critical when working on a team with di- verse skill sets. Data 
scientists possess considerable math, statistical, and computer 
science skills, but this is not true of everyone across the IT and 
business organizations. Additionally, data scientists may wish to 
confer with peers. One example of this is when data scientists 
use notebooks in collaboration with developers. As developers 
work hand in hand with data scientists and become familiar 
with analytical models, they will gain a better understanding  
of what the data scientist needs and adjust their data pipelines 
accordingly. All of these capabilities — analysis of big data, 
multi-language support and collaboration — enable the data 
scientist to work through iterations faster and move on to  
the next project. By working collaboratively on a shareable 
platform, the data exploration project — and consequently, the 
business — realizes the full benefit of everyone’s strengths and 
skill sets.
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Conclusion
Open source notebooks like Jupyter provide an environment  
in which data science can work collaboratively with multiple 
stakeholders, in rapid iterations, all while managing the 
learning curve. Notebooks connected to a managed big data 
service give data scientists power, scale, and time to focus on 
the last mile. In being so empowered, the data scientist forges  
a path and leads the business through formerly uncharted 
territory to operate predictively and proactively. 

To learn more about notebooks and how to get started 
with them today, visit:

Learn more about the IBM Data Science Experience 

Get started with notebooks in the Data Science 
Experience

The future of notebooks and the promise 
for data scientists
Notebooks are a powerful data science tool and can be made 
even more powerful when embedded with big data technology 
platforms like Apache Spark, a lightning-fast in-memory 
cluster computing engine for large-scale data processing. A 
notebook connected to a big data engine like Apache Spark  
can produce output up to one hundred times faster than in a 
traditional distributed architecture, further speeding iterative 
exploration. Jupyter Notebooks are dependent on an IPython 
kernel, which is automatically included with the Notebook; 
however, there are currently over 65 kernels that can be 
installed with Jupyter Notebooks to support over 40 languages, 
and the list of available kernels continues to grow. Because the 
most popular analytic notebooks are open source, they are 
available in a variety of languages that support the most 
common and burgeoning languages in data science, such as 
Python, R, and Scala. Notebooks may also be shared and used  
as APIs that connect to programs and apps around a company  
or organization.

http://www.ibm.com/datascience
https://developer.ibm.com/clouddataservices/docs/spark/get-started/get-started-with-notebooks/
https://developer.ibm.com/clouddataservices/docs/spark/get-started/get-started-with-notebooks/
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